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Abstract

Researchers often disagree on how to interpret the evidence in asset pricing tests. For instance,
Fama and French (1996) show that their three factor model help explain size- and book/market-
related return predictability. However, Daniel and Titman (1997) argue that such evidence has low
power against the characteristic-based (anomaly) view. To help resolve such debates, I propose a
simulation-based method to benchmark the evidence in asset pricing tests. Specifically, I apply asset
pricing tests to simulated characteristics that predict returns as anomalies. Simulations reveal that
tests using the same characteristics to form factors and test assets often show sizeable “explanatory
power” for mechanical reasons, and the results obtained in the original papers cannot reject the
null hypothesis that all characteristics are anomalies (e.g. Fama and French (1996), Fama and
French (2015)). Tests where the factors are formed using different characteristics are often not
mechanical (e.g. Hou, Xue, and Zhang (2015)). The recently proposed instrumented principal
component analysis test (IPCA) has more power to differentiate between factors and anomalies.
This simulation-based method is easy to interpret, easy to implement, and can flexibly accommodate
different null hypotheses. Overall, my findings imply that proper benchmarking can help us better
interpret the evidence in asset pricing tests.

Keywords: Factor Models, Asset Pricing, Anomalies, Return Predictability
JEL classification: G10, G11, G12

1Li (jiacui.li@eccles.utah.edu)is at the David Eccles School of Business, University of Utah. Robotti
(cesare.robotti@wbs.ac.uk) is at Warwick Business School, The University of Warwick. Thes author are grateful
for comments from Svetlana Bryzgalova, Alex Chinco, Kent Daniel, Ai He, David Hirshleifer, Zihan Lin, Jeffrey
Pontiff, Sheridan Titman, Ivo Welch, Ruoxuan Xiong, Yingguang Zhang, and seminar/conferences participants at
Hong Kong PolyU, MFA, and Utah.

1

jiacui.li@eccles.utah.edu
cesare.robotti@wbs.ac.uk


1 Introduction

Many asset pricing tests focus on whether factor models can explain characteristics-based return

predictability. This includes the well known Fama-French three and five factor models, the Carhart

four factor model, the Q-factor model, as well as models motivated by behavioral finance. (Fama and

French, 1996, 2015; Carhart, 1997; Hou et al., 2015; Stambaugh and Yuan, 2017; Daniel, Hirshleifer,

and Sun, 2020). The papers proposing these models often find evidence that their factor models

have strong explanatory power on predictors that have been considered anomalous by others.

A central tenet of risk-based asset pricing theory is that expected returns should be determined

by return covariance with risk factors (Cochrane, 2009). Since Banz (1981), practitioners and

academics have discovered numerous stock characteristics that predict the cross-section of stock

returns.2 In response to these challenges, researchers have proposed a number of factor pricing

models that use characteristic-sorted portfolios as factors. This includes the well known Fama-

French three and five factor models, the Carhart four factor model, and the Q-factor model. (Fama

and French, 1996, 2015; Carhart, 1997; Hou et al., 2015). The papers proposing these models often

find evidence that their factor models have strong explanatory power on predictors that have been

considered anomalous by others.

However, researchers often disagree on how to interpret the strength of evidence in asset pricing

tests. For instance, Fama and French (1996) show that their size and value factors can help explain

returns associated with size and book/market characteristics. At the same time, Daniel and Titman

(1997) argue that the results have lower power against the “characteristics-based” null hypothesis:

returns are explained by characteristics but not factor loadings. In addition to Daniel and Titman

(1997), follow up papers also show that the Fama-French three factor model often fail more powerful

tests (e.g. Back, Kapadia, and Ostdiek (2015), Jegadeesh, Noh, Pukthuanthong, Roll, and Wang

(2019), Pukthuanthong, Roll, and Subrahmanyam (2019)).

While admitting that the three factor model do fail in more powerful tests, proponents contend
2Since the 1990s, there has been an explosion of return predictors documented. Harvey, Liu, and Zhu (2016)

found over academic papers claiming new sources of return predictability while Harvey and Liu (2019) found over
400 papers. Green, Hand, and Zhang (2017) examined 94 stock-level characteristics. Hou, Xue, and Zhang (2020)
replicated 452 anomalies. McLean and Pontiff (2016) examine 97 anomalies. Lewellen (2014) show that 15 stock-level
characteristics robustly predict stock returns out of sample. Subrahmanyam (2010) surveys over 50 cross-sectional
characteristics that have been claimed to predict returns. Novy-Marx and Velikov (2016) examine the trading cost
of 23 best-known anomalies.
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that the original evidence have some bite and cannot be disregarded. Fama and French (2016) ex-

plains: “Asset pricing models ... are simplified propositions about expected returns that are rejected

in tests with power.” At the time when this paper is written, Fama and French (1996) is still widely

seen as showing that the size and book/market-based return predictability are not anomalies but

factor-based. In his presidential address to the American Finance Association (Cochrane (2011)),

John Cochrane states that:3

... anomalies erupted, and there was chaos ... Fama and French (1993, 1996) brought

order once again with size and value factors.

The fact that this debate on interpreting Fama and French (1996) lasted over two decades

highlights the need for a method to quantify the statistical power of asset pricing tests. This paper

proposes a simulation-based solution. Specifically, I simulate anomalies – return predictability that

only arise from characteristics but not covariances – and apply proposed asset pricing tests on

them. Because the simulated anomalies have no covariance structure, one may be tempted to think

that the asset pricing tests will correctly conclude that they cannot be explained by factor models.

Strikingly, I find that many tests, such as that in Fama and French (1996), still shows considerable

“evidence for factor models”. This means that certain degree of “evidence” can show up for pre

mechanical reasons, and we should only consider the actual evidence to be supportive of factor

models when exceeding this mechanical benchmark.

This method is best explained using an example. Panel (a) of Figure 1 qualitatively reproduces

the well-known evidence that “HML explains book-to-market”. While stocks with higher book-to-

market ratios have higher average returns (blue bars), after regressing on the market factor and

the high-minus-low (HML) factor, the intercepts become smaller (red lines). Quantitatively, the

average absolute value of pricing errors (L1 norm) shrunk by 16% (red line in Panel (c)). Thus, a

casual observer may conclude that the book-to-market effect is, at least partially, explained by the

HML factor.

However, simulations reveal that similar pricing error shrinkage is expected even if book-to-

market is an “idiosyncratic anomaly”. Specifically, in each cross-section, I bootstrap the book-to-
3In addition, In his asset pricing text book, Cochrane states that “The Fama–French model is not a tautology,

despite the fact that factors and test portfolios are based on the same set of characteristics.” (Section 20.2 in Cochrane
(2009))
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Figure 1. Testing the power of the Fama-French procedure.
The top two panels show results of Fama-French regressions on book-to-market decile portfolios
from July 1963 to December 2018. Panel (a) sorts stocks into book-to-market deciles and plots
the value-weighted average monthly returns (blue bars, demeaned) and residual pricing errors after
controlling for the High-Minus-Low factor (red line). Panel (b) plots the same statistics for a
simulated “book-to-market anomaly” that matches the return predictability of the book-to-market
characteristic but do not exhibit any factor structure in covariance. By construction, the simulated
portfolio returns match that of actual book-to-market decile portfolios. The red dashed lines are
the 95% confidence intervals of the residual pricing errors. Panel (c) plots the distribution of L1
pricing error shrinkages when adding the HML factor as a control. The pricing error shrinkage is

defined as 1 −
1
N

∑N
p=1 |αp|

1
N

∑N
p=1 |rp−r̄|

where αp is the pricing error of portfolio p and rp is the raw portfolio

return. Panel (d) shows HML factor loadings for the ten book-to-market deciles. The green bars are
the actual data and the red lines give the median and 95% confidence interval of the simulated data.
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market characteristic without replacement to get a simulated “book-to-market” characteristic. This

boostrapping breaks the covariance structure which factor models rely on. I then make minimal

adjustments to expected returns: for stocks with high (low) simulated “book-to-market”, I increase

(decrease) their average returns by an amount that make them match the average return of actual

book-to-market sorted portfolios. Therefore, subject to the constraint of matching book-to-market

return predictability, the simulated characteristic is made “as anomalous as possible”.

I then apply the procedure in Fama and French (1996) to form an “HML” factor as a long/short

portfolio of the simulated characteristic, and then use this factor to explain the “book-to-market”-

sorted decile returns. To gauge statistical variation, this bootstrap-and-test procedure is repeated

100 times. As shown in Panel (b), a similar degree of pricing error shrinkage is achieved on the

simulated data. Panel (c) plots the degree of pricing error shrinkage in L1 norm (1− Average(|α|)
Average(|r−r̄|)),

one of the measures used in the Fama-French papers. The actual shrinkage, while seemingly sub-

stantial at first glance, is statistically indistinguishable from the mechanical shrinkage achieved in

simulations.

This conclusion is not just true for book-to-market but also true for all four characteristics

considered in Fama and French (2015): size, book-to-market, investment, and profitability. The

conclusion is also true when considering double-sorted portfolios rather than univariate sorts. Even

through a decent degree of pricing error reduction is achieved in the real data, similar degrees of

mechanical reduction arise in the simulated data. Therefore, this simulation-based method reveal

that the evidence in Fama and French (1996) and Fama and French (2015) do not reject the null

hypothesis that all four characteristics are idiosyncratic anomalies.

Why does the Fama and French (1996) method lack power? Further analysis suggests that

it is because the same sorting characteristic is used to form test assets and factors. Panel (d) of

Figure 1 plots the “HML” loadings of “book-to-market” deciles in red lines. The loadings reveal the

mechanical nature of this test: because the “HML” factor is defined as long the top three deciles and

short the bottom three deciles, the top three deciles have a uniformly positive loading on it and the

bottom three have a uniformly negative loading. The loadings are also quantitatively similar to that

obtained in the real data (green bars). Because the explanatory power of a factor is proportional to

the loading, this mechanically means that the “HML” factor will have high explanatory power on

the top and bottom three portfolios where most of the return variation resides.
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In the second part of the paper, I turn to asset pricing tests where the test assets and factors

are based on different characteristics. For instance, Fama and French (1996) show that their three-

factor model can explain the return predictors in Lakonishok, Shleifer, and Vishny (1994). After

adding investment and profitability factors, Fama and French (2016) show that their five-factor

model has explanatory power over more anomalies, and Hou et al. (2015) shows that the Q-factor

can significantly reduce pricing errors in a large set of anomalies. To investigate how much of the

explanatory power may be mechanical, I simulate under the null hypothesis that all characteristics

– both the left- and right-hand-side ones – are idiosyncratic anomalies. Specifically, in each month,

I bootstrap the joint distribution of all characteristics. This breaks the covariance structure in

returns while preserving the cross-sectional correlation in characteristics. I then perform minimal

adjustments to make the test asset and factor returns match actual data.

The results reveal that, even though the left- and right-hand-side characteristics are not the

same, some degree of pricing error can arise if the characteristics are correlated. For instance,

consider the evidence that the Fama-French three factor model explains the Lakonishok et al. (1994)

characteristics: cash/price, earnings/price, and five-year sales growth. These three characteristics

are all correlated with book-to-market. As a consequence, some degree of “pricing power” arises

mechanically and the actual evidence again does not reject that all characteristics are anomalies.

In contrast, the evidence in Fama and French (2015) has stronger power: the Fama-French five

factor model indeed has explanatory power over beta, share issuance, and return volatility charac-

teristics beyond the mechanical benchmark. I find that Hou et al. (2015) have even stronger power.

Specifically, in my replication, I find that the Q-factor model can reduce the average long/short

decile alpha of around anomalies from 54 basis points to 32 basis points – a reduction fraction

of 41%. If all characteristics are idiosyncratic anomalies, simulations show that we only expect a

reduction to 46 basis points (a reduction fraction of 15%). Thus, only 15%/41% ≈ 37% of the

achieved reduction is mechanical.

So far, the null hypothesis I simulate from specifies all characteristics to be idiosyncratic anoma-

lies with no covariance structure. I choose this specification because it is “as anomalous as possible”

and thus easy to interpret. This specification is almost surely unrealistic. However, researchers can

easily simulate from different anomaly data generating processes that they consider more realistic.

For instance, if anomalies arise from investor mistakes in estimating cash flows, one may hypothe-
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size that a significant fraction of return predictability happens at the industry level due to errors in

estimating the industry components of profitability.

In the last part of the paper, I demonstrate the flexibility in simulating from different null

hypotheses by examining the instrumented principal component analysis test (IPCA) in Kelly,

Pruitt, and Su (2019). Taking a set of stock characteristics as input, IPCA constructs a model

using latent factors with time-varying loadings which are linear functions of characteristics. The

IPCA model is estimated by matching the covariance – not the expected return – of stock returns.

Therefore, if a characteristic only predicts expected return and is not associated with covariances,

their model will label it as alpha (anomaly). As such, the IPCA model can be used to separate

factors and anomalies without having to specify a factor model a priori.

To test the power of IPCA, I simulate anomalies with different degrees of return predictability

and covariance structure. In addition to the idiosyncratic anomaly specification, I also consider

cases where the predictability is at the Fama-French 49 or 12 industry level – that is, all stocks

in the same indsutry will have the same alpha. Simulations reveal that IPCA can reliably detect

idiosyncratic anomalies as long as the long/short decile return predictability reach 0.2%/month –

roughly that of the size characteristic. The power decreases if the anomaly has industry structure.

For instance, for 12 industry-level anomalies with return predictability similiar to book-to-market

(around 0.4% per month), IPCA will only classify them as anomalies (p value < 5%) half of the

time. However, if the anomaly has the return predictability above 1%/month, the model can always

reliably detect it as an anomaly.

Overall, this paper advocates for simulating from characteristic-based null hypotheses to bench-

mark the evidence for factor models in asset pricing tests. This method can quantify the amount

of explanatory power that can arise for mechanical reasons. Without this benchmarking, we run

the risk of misinterpreting existing evidence. This misintepretation can go both ways: we may

over-estimate the strength of evidence as in the case of Fama and French (1996) or under-estimate

the strength as in the case of Fama and French (2016) or Hou et al. (2015). This approach is

easy to implement and can flexibly accommodate different types of null hypotheses. Further, using

simulations circumvents the perennial joint hypothesis problem: we know the simulated character-

istics cannot be explained by ex-ante specified factor models (that do not use the random number

generator seed as input).
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A number of clarifications and caveats are in order. First, the results in this paper are done

to illustrate the simulation method and not to argue about the merits of the papers examined. As

such, I only examine the main and not the auxiliary tests of those papers, and also do not attempt

to exactly replicate their results.4 While replication differences can lead to differences between the

explanatory power obtained in my study and the original results, the focus is on the difference

between the explanatory power on real data versus simulated data – both of which should be

impacted by replication differences. Second, I only examine the explanatory power of factor models

on average returns. Many factors do explain stock variance, an aspect not studied in this paper.5

This paper is most closely related to a number of studies arguing for more powerful asset pricing

tests. Lewellen, Nagel, and Shanken (2010) argue that the common pracrice in many asset pricing

tests – explaining a small subset of well-studied test assets (e.g. 5 × 5 size-book/market sorted

portfolios) – is a low hurdle. They show that it is easy to find explanatory power as long as the

tested factors are correlated with the test assets in returns. My results show that even little return

covariance – which is guaranteed by the bootstrap procedure – merely correlation in characteristics

can also lead to mechanical explanatory power. Daniel and Titman (1997) and Daniel and Titman

(2012) argue that, to differentiate between factor and characterisic-based explanations, the test

assets must have independent variation along the two dimensions. My findings complement their

finding by quantify the statistical power of the original Fama-French papers.

The rest of the paper is organized as follows. Section 2 explains how to use simulate anomalies

to examine the statistical power of asset pricing tests. Section 3 applies the simulation method to

asset pricing tests where the factors use the same characteristics in the test assets. Section 4 treats

the case where the factors use different characteristics. Section 5 simulates from different types of

null hypotheses and apply them to the instrumented principal components analysis test. Section 6

concludes.
4Apart from possible differences due to characteristic computation and revision of CRSP/Compustat over time,

another major difference is I stick to using NYSE break points and value-weighted portfolios, following the recom-
mendation in Hou et al. (2020). My sample also ends in 2018 which is later than the original papers.

5Pukthuanthong et al. (2019) designs a test to separate between factors that merely explain covariance and factors
that also explain expected returns. In arbitrage pricing theory, factors explaining undiversifiable return variance is
a pre-condition for it to possibly explain expected return (Ross, 1976). This point is further developed in Kozak,
Nagel, and Santosh (2018) and taken advantage of in Kozak, Nagel, and Santosh (2020). McLean and Pontiff (2016)
and Cho (2020) find evidence that, after certain return predictability has been discovered, arbitrage forces leads to
increased common return variation and thus increase the ability of the “factor” to explain covariances. A related point
has been made about how arbitrage process increases return comomvent in momentum and beta-arbitrage portfoilos
(Huang, Lou, and Polk, 2018; Lou and Polk, 2020).
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2 Simulation Methodology

In this section, I explain the procedure of simulating anomalies.

2.1 Simulating from the “idiosyncratic anomaly” null hypothesis

The main results in this paper are based on simulations of the “idiosyncratic anomaly” specification.

In each cross-section, I bootstrap the relevant characteristic and then make small average return

adjustments so that the simulated characteristic have the same return predictability as the original

one.

This is most easily explained in an example. Consider the task in Section 3.1 where we revisit the

finding that the Fama-French High-Minus-Low (HML) factor explains book-to-market sorted decile

portfolios. We want to generate an “idiosyncratic anomaly” version of book-to-market. First, in

each month, I bootstrap the actual book-to-market characteristic with replacement. This generates

a random “book-to-market” characteristic while preserving the marginal distribution on average.

Throughout the paper, I use double quotes to refer to the simulated characteristic. Second, I form

test portfolios – NYSE decile portfolios – based on this simulated characteristic and adjust the

average returns of each decile portfolio by adding the the demeaned average returns of the actual

book-to-market deciles. This is illustrated in Panel (a) of Figure 2. As expected, before return

adjustment, there is no apparent pattern in the simulated “book-to-market”-sorted portfolios shown

in black. I then add an average monthly return of 0.19% to the top portfolio, subtract 0.16% from

the bottom portfolio, and so on. By construction, the post-adjustment portfolio returns will equal

that of the actual book-to-market portfolios on average.

Because the simulated “book-to-market” characteristic has no covariance structure, trading on

it generates higher Sharpe ratio. Panel (b) plots the cumulative return to the strategy that is

long the top decile and short the bottom decile. By construction, both the simulated and actual

characteristics generate similar average returns, but the simulated version has much lower volatility.

Over the sample period of July 1963 to Dec 2018, the simulated strategy has annual volatility of

6.59% while the actual strategy has 14.94%. Thus, the simulated strategy has an annual Sharpe

ratio of 0.64 as opposed to the 0.28 of the actual strategy.

Why can we consider this simulated “book-to-market” predictor as an anomaly? This is because
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Figure 2. Illustration: simulating an idiosyncratic “book-to-market” anomaly.
I illustrate how to simulate an idiosyncratic anomaly that matches the return predictability of
the book-to-market characteristic. First, in each month, I bootstrap the actual characteristic to
form a random “book-to-market” characteristic. I then sort stocks into decile portfolios used this
simulated characteristic and adjust their average returns as illustrated in Panel (a). By design,
the pre-adjustment returns shown in black have no particular pattern. I then add the (demeaned)
average return of the real book-to-market decile portfolios to get the post-adjustment returns
shown in red. Panel (b) shows the cumulative returns of strategies that are long the top decile and
short the bottom decile using actual and simulated characteristics. Because the simulated anomaly
has minimal covariance structure, it achieves much lower return volatility while maintaining the
average return.
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the simulation procedure ensures that the characteristic is unrelated to any ex-ante covariance

structure. This ease of interpretability is a key benefit of this simulation-based approach. Due to

the joint hypothesis problem, anomalies are always defined with respect to models Fama (1970).

Thus, when studying real return predictors, researchers can never know whether a predictor is

anomalous before considering all possible models. However, no ex-ante defined model can explain

this simulated return predictor.6

2.2 Other data generating processes for anomalies

This “idiosyncratic anomaly” null hypothesis is clearly not a realistic data generating process

(DGP). For instance, characteristic-based return predictability may have industry concentrations

(Moskowitz and Grinblatt, 1999), have concentrated market exposure in certain periods Daniel and

Moskowitz (2016), etc. Hypothetically, if such return predictors were to be characteristics-based,

then they would certainly have DGPs with more structure.

In this paper, I use this idiosyncratic anomaly DGP as a baseline benchmark that is “as anoma-

lous as possible”. For an asset pricing test to be useful, at a minimum, it needs to have statistical

power against this idiosyncratic anomaly hypothesis. However, researchers can easily simulated

under different DGPs. As an illustration, when examining the instrumented principal component

analysis model (IPCA), section 5 proposes other DGPs that have more industry concentration.7

6Note that I only consider models that can be specified ex-ante because factor models can always be found ex-post
(Roll, 1977).

7I thank Svetlana Bryzgalova for suggesting this discussion.
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3 Using Characteristic-Sorted Factors to Explain the Same Char-

acteristics

Since Fama and French (1996), it has become widely accepted to use characteristic-based factors

to explain portfolios sorted on the same characteristics in time-series regressions. As mentioned in

the introduction, the evidence in Fama and French (1996) and Fama and French (2015) have also

been widely seen to support the idea that the proposed factor models are successful at explaining

the return patterns associated with size, book-to-market, investment, and profitability.

In this section, I find that these tests have low power against the idiosyncratic anomaly hypoth-

esis. Before proceeding, I briefly summarize the testing approach for the readers’ convenience:

1. Conduct univariate, bivariate, or higher dimensional characteistic-based sorts of stocks into

portfolios. Use the value-weighted returns of those portfolios as test assets.

2. Sort on the same sets of characteristics to form long-short factors. For instance, Fama and

French sorts on book-to-market ratio and uses the 30%/70% NYSE break points to form the

HML factor for explaining book-to-market effects.

3. For each test asset, conduct a time series regression of its return on the characteristics-sorted

factors and the market factor. Examine how well the factors price the test assets.

How should we judge the success of the factor models being tested? One standard way is

the Gibbons-Ross-Shanken (GRS) test which tests whether alphas are zero (Gibbons, Ross, and

Shanken, 1989). However, factor models often fail that test. Therefore, researchers often use other

measures to measure the empirical power of the models.8 For instance, (Fama and French, 2015)

computes the degree of pricing error shrinkage. Specifically, we can define the shrinkage of L1 and

L2 norms of pricing errors:9

ShrinkageL1 = 1−
1
N

∑N
p=1 |αp|

1
N

∑N
p=1 |rp − r̄|

ShrinkageL2 = 1−
1
N

∑N
p=1 α

2
p

1
N

∑N
p=1(rp − r̄)2

8Fama and French (2016) explains: “Asset pricing models, however, are simplified propositions about expected
returns that are rejected in tests with power.”. Fama and French (1996): “”.

9The original measures used in the Fama French papers equal one minus the shrinkage defined in this paper.
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where rp denotes time-series averages of test portfolio returns and αp denotes the alpha intercept

after controlling for the market and characteristics-based factors. The raw returns in the denom-

inator are demeaned. We expect the shrinkage estimates to be between 0 and 1 (up to sampling

variation). If the factor perfectly explains away pricing errors, shrinkage will be 1; if the factor has

no explanatory power, shrinkage will be 0.

3.1 Univariate portfolio sorts

I first illustrate the testing procedure using the book-to-market characteristic. I follow the procedure

outlined in Section 2.1 to simulated an anomalous “book-to-market” characteristic that matches the

return predictability of the actual characteristic. The simulation is repeated 1,000 times.

Panel (a) of Figure 3 plots the returns of the decile portfolios sorted on the simulated char-

acteristic. The red dashed lines are the 95% confidence interval of the returns of the simulated

characteristic and the blue bars are based on the real characteristic. By construction, the simulated

portfolios returns match the actual returns on average. In the Figure, the portfolios returns are

demeaned to focus on the cross-sectional differences.

For each simulation, a “high-minus-low” (“HML”) factor is formed using the simulated charac-

teristic. Then, I perform time series regressions of the excess returns of the decile portfolios on

the market factor and the “HML” factor. Panel (b) plots the distribution of loading on the “HML

factor”. Because the “HML factor” is long the top three deciles and short the bottom three deciles,

mechanically, the top (bottom) three deciles have similarly positive (negative) loadings and the

middle four deciles have zero loadings. Panel (c) plots the marginal R-squared of the “HML” factor.

As expected, in the simulated data, the “factor” barely explains any variance.

We now come to the key test: can the “HML factor” explain the “book-to-market”sorted decile

returns? Panel (d) shows that the answer appears to be yes. The figure plots the distribution of

residual pricing errors (time-series regression intercepts). Visually, we can see that similar levels

of pricing error reduction is achieved in both the simulated and the actual data. To quantify the

explanatory power of the model, I compute L1 and L2 pricing error shrinkage and plot them in Panels

(c) and (d) of Figure 1. As is clear in those figures, even in the simulated data, we see non-negligible

pricing error shrinkages. The shrinkage in actual data is not statistically significantly different from

the simulated ones. In other words, the apparnet evidence that “HML factor explains book/market”
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obtained using this testing procedure cannot reject the null hypothesis that book-to-market is an

idiosyncratic anomaly.

Figure 3. Illustration of the Fama-French procedure on simulated anomalies.
I simulate an anomalous “book-to-market” characteristic that has the same return predictability
as the actual book-to-market characteristic but has no covariance structure. I then apply
the Fama-French procedure. That is, I form “High-minus-low” (HML) factors by sorting on
the simulated characteristic and then examine whether the resulting “factor” can explain the
“book-to-market effects”. The plots below compare the results based on the actual book-to-market
characteristic (blue bars) against the simulated data (red lines). The simulation is repeated 1,000
times and the dashed lines represent 95% confidence intervals. Panel (a) plots the average returns
of the decile portfolios (the test assets). The returns are demeaned to focus on cross-sectional
differences. Panel (b) plots the decile portfolio loadings on the “HML facto”r and panel (c) shows
the marginal R-squared explained by the “HML factor”. Panel (d) plots the residual pricing errors
in time series regressions of decile portfolio excess reutrns on the market factor and the “HML factor”.
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(b) Factor loading
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(c) Marginal R2 of the “HML” factor
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(d) Residual pricing error
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I now apply the same procedure to the other characteristics considered in Fama and French
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(2015): size, investment, and operating profitability. The results are shown in Figure 4. Consistent

with prior research, adding characteristic-based factors indeed reduce pricing errors Fama and French

(1996, 2015). However, in all cases, the actual shrinkage is not statistically different from the null

at the conventional p-value threshold of 5%. P-values are reported in the legends of Figure 4.

Figure 4. Pricing error shrinkage in Fama-French tests: univariate sorted portfolios.
I apply the Fama-French procedure to four characeristics in Fama and French (2015): size,
book-to-market, momentum, investment, and profitability. The test assets are ten decile portfolios
sorted on each characteristic. I compute the degree of pricing error shrinkage when regressing
test asset returns on the market factor and long/short factor portfolios formed on the same
characteristics. The actual pricing error shrinkage achieved (red line) is plotted against the
distribution of shrinkages on simulated anomalies that have the same degree of return predictability
but not covariance structure. The legend reports the p-value of the actual shrinkage estimates.

The top panel the L1 norm of pricing error shrinkage defined as 1 −
1
N

∑N
p=1 |αp|

1
N

∑N
p=1 |rp−r̄|

where αp is the

time-series return regression intercept and rp is raw portfolio return. The bottom panel plots the

L2 norm of pricing error shrinkage defined as 1−
1
N

∑N
p=1 α

2
p

1
N

∑N
p=1(rp−r̄)2

.

L1 pricing error shrinkage:

(a) Size (b) Book/market (c) Investment (d) Profitability

L2 pricing error shrinkage:

(e) Size (f) Book/market (g) Investment (h) Profitability
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3.2 Double sorted portfolios

Fama and French (1996) and Fama and French (2015) also examine 5× 5 portfolios double sorted

by two characteristics. For instance, Fama and French (1996) show that adding SMB and HML

factors reduces the pricing errors on the 25 size-book/market portfolios. I now apply the simulation

method to double sorted portfolios.

I simulate under the null hypothesis in which both characteristics are idiosyncratic anomalies.

To take into account the cross-sectional relationship between characteristics, I bootstrap the joint

distribution of each pair of characteristics in each cross-section. I then use the 5× 5 double sorted

portfolios as test assets and adjust their returns based on the returns of the actual 5× 5 portfolios.

As an illustration, I first examine the well-known 5× 5 size - book/market results. In Table 1,

Panel A, I qualitatively reproduce the Fama-French results using my sample period ending in 2018.

The top left table shows the well known dependence of returns on size and book-to-market. Small

cap and high book-to-market stocks tend to earn higher returns. The top right table in Panel A

shows that, after controlling for the Fama-French three factor model, the pricing errors shrunk.

Panel B shows the same statistics based on simulations. I bootstrap 1,000 times and report the

average. The average returns in the top left table is, by construction, similar to the original returns.

After applying characteristics-sorted factors, the alphas in the top right corner are also significantly

reduced. As shown in the bottom two tables in both panels, the spread of loadings on the factors

in simulated data are also almost as large as that obtained in the real data.

Apart from size and book-to-market, I also examine all 6 pair-wise combinations of the four

characteristics in Fama and French (2015). Table 2 reports the actual pricing error shrinkages

obtained and their p-values. As shown in the table, the only combination that can reject the

null under both L1 and L2 shrinkage is the book/market-profitability combination. In fact, the

other statistically significant result is in the size-profitability pair under the L1 shrinkage measure,

indicating that the profitability characteristic might give rise to a genuine factor. This conclusion

is surprisingly similar to Pukthuanthong et al. (2019) which uses a different methodology to arrive

at the conclusion that profitability appears to be a genuine risk factor. All other combinations do

not exhibit shrinkages that can reject the null. Overall, these results suggest that the Fama-French

procedure – when using the same characteristics on both the left and right hand sides – have limited
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Table 1. Fama-French test results on 5× 5 size-book/market Portfolios.
Panel A uses monthly data from July 1963 to December 2018. Stocks are sorted into 5×5 portfolios
using size and book-to-market characteristics with NYSE break points. The top left table shows the
average demeaned monthly return of those portfolios, and the top right table shows the intercepts
of Fama French regressions that control for market, SMB, and HML factors. The bottom two
tables show the average loadings on the size and value factors. Panel B reports the same statistics
averaged over 1,000 simulations of “size” and “book-to-market” anomaly characteristics. These are
simulated characteristics that have the same return predictability as the actual size and book-to-
market predictors but do not have any covariance structure.

Panel A: actual data

Return (percent, demeaned) Alpha (percent)

Size Book/market Size Book/market
Low 2 3 4 High Mean Low 2 3 4 High Mean

Big -0.20 -0.14 -0.19 -0.20 -0.13 -0.17 Big 0.10 0.08 0.03 -0.04 -0.01 0.03
2 -0.09 -0.11 -0.01 0.00 0.12 -0.02 2 0.02 -0.02 0.08 0.11 0.14 0.07
3 -0.26 0.07 0.05 0.07 0.28 0.04 3 -0.24 0.11 0.12 0.14 0.28 0.08
4 -0.17 0.03 0.12 0.18 0.25 0.08 4 -0.22 0.02 0.14 0.21 0.20 0.07
Small -0.37 0.04 0.09 0.26 0.29 0.06 Small -0.47 -0.04 0.07 0.26 0.23 0.01

Mean -0.22 -0.02 0.01 0.06 0.16 Mean -0.16 0.03 0.09 0.14 0.17

Loading on SMB Loading on HML

Size Book/market Size Book/market
Low 2 3 4 High Mean Low 2 3 4 High Mean

Big -0.12 -0.16 -0.22 -0.27 -0.18 -0.19 Big -0.38 0.09 0.29 0.65 0.77 0.29
2 0.34 0.16 0.04 0.05 0.04 0.13 2 -0.42 0.13 0.36 0.47 0.70 0.25
3 0.60 0.40 0.28 0.18 0.28 0.35 3 -0.43 0.05 0.29 0.47 0.57 0.19
4 0.82 0.71 0.55 0.50 0.52 0.62 4 -0.42 -0.06 0.22 0.34 0.51 0.12
Small 1.11 1.04 0.89 0.79 0.78 0.92 Small -0.40 -0.17 0.01 0.18 0.37 0.00

Mean 0.55 0.43 0.31 0.25 0.29 Mean -0.41 0.01 0.23 0.42 0.58

Panel B: data simulated from the idiosyncratic anomaly hypothesis

Return (percent, demeaned) Alpha (percent)

“Size” “Book/market” “Size” “Book/market”
Low 2 3 4 High Mean Low 2 3 4 High Mean

“Big” -0.19 -0.13 -0.19 -0.19 -0.13 -0.17 “Big” 0.02 0.03 -0.09 -0.16 -0.13 -0.07
2 -0.10 -0.11 -0.01 -0.01 0.14 -0.02 2 0.06 0.01 0.05 -0.01 0.09 0.04
3 -0.25 0.08 0.04 0.06 0.28 0.04 3 -0.11 0.16 0.06 0.03 0.19 0.07
4 -0.18 0.03 0.13 0.18 0.24 0.08 4 -0.07 0.07 0.12 0.10 0.11 0.07
“Small” -0.36 0.06 0.10 0.25 0.28 0.06 “Small” -0.30 0.06 0.05 0.14 0.10 0.01

Mean -0.22 -0.01 0.01 0.06 0.16 Mean -0.08 0.07 0.04 0.02 0.07

Loading on “SMB” Loading on “HML”

“Size” “Book/market” “Size” “Book/market”
Low 2 3 4 High Mean Low 2 3 4 High Mean

“Big” -0.34 -0.39 -0.42 -0.43 -0.45 -0.41 “Big” -0.34 -0.14 0.09 0.28 0.40 0.06
2 -0.11 -0.18 -0.22 -0.24 -0.28 -0.21 2 -0.38 -0.17 0.05 0.25 0.43 0.03
3 0.07 0.03 -0.01 -0.06 -0.11 -0.02 3 -0.43 -0.19 0.01 0.21 0.42 0.00
4 0.27 0.24 0.19 0.19 0.16 0.21 4 -0.47 -0.25 -0.02 0.18 0.38 -0.04
“Small” 0.49 0.43 0.40 0.37 0.37 0.41 “Small” -0.48 -0.25 -0.07 0.16 0.37 -0.06

Mean 0.08 0.02 -0.01 -0.04 -0.06 Mean -0.42 -0.20 0.01 0.21 0.40
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power against the idiosyncratic anomaly hypothesis.

Table 2. Fama-French Results on Double-Sorted Portfolios.
I follow the Fama-French procedure to double sort stocks into 5×5 portfolios based on NYSE break
points of two characteristics. I then compute how much are pricing errors reduced after controlling
for the corresponding characteristic-sorted portfolios. For instance, for size and book/market, I
examine the pricing error shrinkage after adding the SMB and HML factors as controls. L1 and L2

pricing error shrinkages are defined as 1−
1
N

∑N
p=1 |αp|

1
N

∑N
p=1 |rp−r̄|

and 1−
1
N

∑N
p=1 α

2
p

1
N

∑N
p=1(rp−r̄)2

, respectively. Columns

(5) and (6) report the p-value of the shrinkages when comparing against the simulated null hypothe-
sis in which both characteristics are idiosyncratic anomalies. * indicates significance at the 5% level.

Characteristics Pricing error shrinkage p-value
Variable 1 Variable 2 L1 L2 L1 L2

(1) (2) (3) (4) (5) (6)

Size Book/market 8.9% 4.6% 1.00 1.00
Size Investment 15.5% 12.8% 0.91 0.99
Size Profitability 30.0%∗ 44.0% 0.04 0.16

Book/market Investment 2.1% 11.8% 0.93 0.88
Book/market Profitability 47.7%∗ 66.9%∗ 0.01 0.00
Investment Profitability −2.0% −6.2% 1.00 1.00
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4 Using Characteristic-Sorted Factors to Explain Other Character-

istics

The previous section shows that using factors formed using the same characteristics lead to me-

chanical results. Partially in response to this concern, researchers have also investigate whether

factors based on some characteristics can explain other characteristic-based returns. For instance,

Fama and French (1996) shows that the size and value factors can explain the characteristics in

Lakonishok et al. (1994). Fama and French (2016) show that the Fama-French five-factor model

has substantial explanatory power on the beta, net stock issuance, and volatility anomalies. (Hou

et al., 2015) shows that the q-factor model has explanatory power on a large set of anomalies.

While it is comforting that the left- and right-hand-side characteristics are different, they may

still be correlated in the cross-section. For instance, stocks with high cash flow/price ratio – a mea-

sure used in Lakonishok et al. (1994) – are also likely to have higher book/market ratio. Therefore,

we may still expect some mechanical explanatory power.

To quantify the possible mechanical explanatory power, just like in Section 3.2, I simulate

under the null hypothesis that all characteristics are idiosyncratic anomalies and preserve the cross-

sectional correlation between characteristics them. I examine my method by revisiting the classical

papers.

4.1 Revisiting Fama and French (1996)

Fama and French (1996) shows that the Fama-French three factor models can explain the Lakonishok

et al. (1994) variables (henceforth LSV variables). I first qualitatively reproduce their result. I

obtained the LSV variables from the replication by Chen and Zimmermann (2020). As discussed in

the introduction, I do not attempt to exactly replicate the original results. Here, the main difference

is likely driven by the fact that I use value-weighted test assets instead of equal-weighted ones.

Figure ?? plots the distribution of pricing error shrinkage on the LSV variables using the Fama-

French three factor model. Strikingly, the result is similar to the case examined earlier. Even though

some pricing error shrinkage is achieved on all variables, none of them can reject the null hypothesis

under conventional significance thresholds.
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Figure 5. Pricing error shrinkage: using Fama-French three factors to explain Lakon-
ishok et al. (1994) variables.
I visit the Fama and French (1996) finding that the Fama-French three factor model can explain
the Lakonishok et al. (1994) return predictors: C/P (cash flow to price), E/P (earnings to price),
and 5-Yr SR (five year sales rank). The test assets are value-weighted NYSE-based decile portfolios
sorted on each characteristic. I compute the degree of pricing error shrinkage when using the
Fama-French three factor model to explain those test assets. The actual pricing error shrinkage
achieved (red line) is plotted against the distribution of shrinkages on simulated anomalies that
have the same degree of return predictability but not covariance structure. The legend reports the
p-value of the actual shrinkage estimates. The top panel the L1 norm of pricing error shrinkage

defined as 1 −
1
N

∑N
p=1 |αp|

1
N

∑N
p=1 |rp−r̄|

where αp is the time-series return regression intercept and rp is

raw portfolio return. The bottom panel plots the L2 norm of pricing error shrinkage defined as

1−
1
N

∑N
p=1 α

2
p

1
N

∑N
p=1(rp−r̄)2

.

L1 pricing error shrinkage:

(a) C/P (b) E/P (c) 5-Yr SR

L2 pricing error shrinkage:

(d) C/P (e) E/P (f) 5-Yr SR
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What may explain this? Figure 6 suggests that this is related to the correlation between the

LSV variables and the book-to-market ratio used to construct the HML factor. For each decile

portfolio, the heatmap reports the fraction of that portfolio held by the long, mid, and short legs of

the HML factor. Panel (a) shows deciles sorted on the book/market characteristics as an extreme

benchmark: the top three deciles entirely overlap with the long leg of HML and the bottom three

deciles entirely overlap with the short leg. Panels (b) to (d) show that the LSV variables, while not

perfectly correlated with book-to-market, are also directly related to the HML factor.

Figure 6. Weights of characteristic-sorted decile portfolios on HML portfolio legs.
The test assets are value-weighted NYSE-based decile portfolios sorted on book/market and the
Lakonishok et al. (1994) characteristics: C/P (cash flow to price), E/P (earnings to price), and
5-Yr SR (five year sales rank). For each decile portfolio, the cells report the value-weighted fraction
of that portfolio that corresponds to the long, mid, or short legs of the HML factor. The long leg
is defined as the top 30% stocks by book/market and the short leg is defined as the bottom 30%,
using NYSE break points.

(a) Book/market

Book/market
Decile Short Mid Long
1 100% 0% 0%
2 100% 0% 0%
3 100% 0% 0%
4 0% 100% 0%
5 0% 100% 0%
6 0% 100% 0%
7 0% 100% 0%
8 0% 0% 100%
9 0% 0% 100%
10 0% 0% 100%

HML leg

(b) C/P

Cash/Price
Decile Short Mid Long
1 75% 18% 7%
2 81% 15% 4%
3 66% 28% 6%
4 57% 35% 8%
5 47% 43% 10%
6 33% 51% 16%
7 23% 55% 22%
8 16% 53% 31%
9 10% 46% 44%
10 8% 36% 56%

HML leg

(c) E/P

Earning/Price
Decile Short Mid Long
1 75% 19% 6%
2 74% 21% 5%
3 66% 27% 7%
4 58% 34% 8%
5 48% 41% 11%
6 37% 47% 16%
7 30% 50% 20%
8 22% 52% 27%
9 14% 50% 36%
10 10% 37% 52%

HML leg

(d) 5-Yr SR

Sales Growth
Decile Short Mid Long
1 68% 24% 8%
2 58% 33% 10%
3 49% 40% 11%
4 53% 34% 13%
5 50% 36% 14%
6 42% 41% 17%
7 40% 41% 19%
8 37% 42% 21%
9 35% 42% 23%
10 30% 38% 32%

HML leg

Figure 7 shows that part of the SMB and HML loadings of the LSV portfolios also arise me-

chanically. The 95% of loadings are plotted in red lines and the loadings in real data are plotted in

green. When comparing top and bottom decile portfolios, their spread in actual HML loadings are

indeed larger than that in the simulated portfolio, but around 1/3 of such spread is mechanical.

4.2 Revisiting Fama and French (2016)

Fama and French (2016) show that, after adding an investment factor and a profitability factor, the

Fama-French five factor model also has explanatory power over a few other anomalies. The test

assets considered are 5 × 5 NYSE bivariate sorts of size versus accruals, beta, net share issuance,

21



Figure 7. Loadings of Lakonishok et al. (1994) portfolios on SMB and HML factors.
The test assets are value-weighted NYSE-based decile portfolios sorted on the Lakonishok et al.
(1994) characteristics: C/P (cash flow to price), E/P (earnings to price), and 5-Yr SR (five year
sales rank). Loadings in the simulated data are plotted in red lines with the 95% confidence interval
in dashed lines. The loadings in real data is in green bars.
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(b) C/P
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(c) 5-Yr SR
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HML loadings:

(d) E/P
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(e) C/P
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(f) 5-Yr SR
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residual stock volatility, and momentum (5×7 in the case of net issuance).10 Fama and French (2016)

also show that the earlier Fama-French three factor model is much less successful at explaining these

anomalies.

I qualitatively reproduce their result and then compute the mechanical pricing error shhrinkage

using simulations. The results are reported in Figure 8. Consistent with Fama and French (2016),

the Fama-French three factor model have limited explanatory power (the left panels). Panels (b) and

(d) shows that the five factor model indeed performs much better and has decent explanatory power

for all characteristics except momentum. Panel (b) shows that, in terms of the L1 shrinkage metric,

the performance on beta and accrual does not reject the null hypothesis while the performance on

share issuance and residual return variance does. L2 shrinkage in Panel (d) shows stronger evidence

for the beta characteristic as well while the explanatory power on accrual remains consistent with

the null.

4.3 Revisiting Hou et al. (2015)

I now revisit Hou et al. (2015) (HXZ) which shows that the Q-factor model has significant explana-

tory power over a host of anomalies variables. To start with a list of common predictors, I use the

49 cross-sectional stock return predictors from Ben-David, Li, Rossi, and Song (2020). The charac-

teristics are constructed using CRSP and Compustat data. When considering each characteristics,

I use the largest set of stocks with CRSP share code 10 and 11 for whom the characteristics can be

computed. The sample is from July of 1963 to December 2018. In total, I have 666 months, 24,193

unique firms, and a total of 3,073,675 firm-month observations. Table 3 in the Appendix provide a

summary of the predictors.

I then follow the HXZ methodology. First, I construct long/short value-weighted NYSE decile

portfoilos from each characteristic. I restrict attention to the 27 that have a t-statistic above

2. I then apply my simulation procedure: bootstrap all characteristics including the explanatory

variables in the Q-factor model. I then iteratively adjust the test asset and factor returns to make

them match the actual data.11 I then follow HXZ to apply the Q-factor model and examine the
10Fama and French (2016) also consider total stock return volatility. However, because it has an average cross-

sectional rank correlation of 98% with the residual return volatilty characteristic, I only show results for the latter.
11This usually converges within 10 iterations, making the root mean-square error of both the test asset and factor

returns to be within one basis point of the actual.
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Figure 8. Pricing Error Shrinkage: Fama and French (2015). The test assets are 5 × 5
portfolios double sorted by size and one of these characteristics: momentum, net share issuance,
residual return variance, market beta, and accrual. (5 × 7 in the case of net share issuance). The
portfolio sorts use NYSE break points and the returns are value-weighted. The top panels reports
L1 pricing error shrinkage and the bottom panels reports L2 pricing error shrinkage. The left panels
examine the pricing power of the Fama-French three factor model and the right panels examine
the five factor model. Actual pricing error shrinkage is shown in green bars. Pricing error shrink-
age in simulated data is shown in red with the dashed lines representing the 95% confidence interval.
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(b) L1 shrinkage, FF5
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(c) L2 shrinkage, FF3

-0.6

-0.4

-0.2

0

0.2

0.4

0.6

0.8

Momentum Share
issuance

Residual ret
variance

Beta Accrual

L2
 p

ric
in

g 
er

ro
r s

hr
in

ka
ge

Actual data

Simulated
95% confidence interval

(d) L2 shrinkage, FF5
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residual alpha of the 27 anomalies.

My results are similar to the original HXZ result. The average monthly return of the anomalies

is 0.54% and that is reduced to 0.32% by the Q-factor model. This is a reduction of 0.22%. In

contrast, the average reduction achieved in simulations is only 0.08%. Therefore, most of the pricing

results in HXZ is not mechanical.
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5 Simulating from Different Null Hypotheses and an Ppplication

to Kelly et al. (2019)

So far, I have only simulated anomalies from the idiosyncratic anomaly null hypothesis. That is,

the simulated characteristic has no (minimal) covariance structure. However, this is almost surely

unrealistic. For instance, it is much more conceivable to think of anomalies that are at the industry

level. For instance, if the anomaly arises from investors inaccurately estimating cash flows, then

this is likely to have an industry component: stocks in the same industry are subject to common

shocks, and estimation errors on those common shocks can lead to industry-level anomalies.

In this section, as an application, I simulation both idiosyncratic and industry-level anomalies

and apply them to better understand the instrumented principal component analysis (IPCA) model

in Kelly et al. (2019).

5.1 The IPCA Model

Kelly et al. (2019) proposed the instrumented principal component analysis (IPCA) model that,

among its many purposes, can be used to differentiate factor-based expected returns and anomalies.

It has the benefit of not needing to specify a factor model a priori but can extract a dynamic factor

model from characteristics and returns.

Taking a set of stock-level characteristics as inputs, their model estimates latent factors and

time-varying loadings that are linear functions of the characteristics. For the reader’s convenience,

I briefly describe their model using their notation:

ri,t+1 = αi,t + β′i,t · ft+1 + εi,t+1

where αi,t = z′i,tΓα + να,i,t, βi,t = z′i,tΓβ + νβ,i,t

where zi,t is an L × 1 vector of stock-level characteristics. ft+1 is a K × 1 vector of latent factors,

βi,t is a K × 1 vector of time-varying loading on those factors, and αi,t is a scalar alpha component

that is not spanned by factors. Both alpha and beta loadings are modelled as linear functions of

characteristics zt with L×1 coefficients Γα,Γβ and random shocks να,i,t, νβ,i,t. The model parameters

(Γα,Γβ, ft+1) are estimated by minimizing the estimation error on the variance-covariance of stock
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returns.

The model allows for a natural separation between alpha (anomalies) and return spanned by

latent factors. Because the model is estimated by targeting return variation, rather than average

returns, it is capable of detect anomalies by pushing returns into the alpha component.12

5.2 Simulations

We now examine the power of IPCA in separating factors and anomalies. I simulate anomalies

with normally distributed, mean-zero return predictability in the cross-section. By changing the

standard deviation of this normal distribution, I can make the predictor stronger or weak. I vary

two parameters: 1) the strength of return predictability, as measured by the average return spread

between top and bottom deciles; 2) the diversifiabiliy of the return predictability. I vary the latter

by simulating characteristics at either the individual stock level (fully idiosyncratic) or at the Fama-

French 49/12 industry levels.13

After simulating anomalies, I fit the IPCA model onto them and also the other characteristics

used in the original paper. The number of factors K is an user-input and I choose K = 10, but

the results are not sensitive to using fewer or more factors. The goal is to examine the fraction

of times that the IPCA model detects a statistically significant alpha in the simulated predictor.14

The authors kindly shared their MATLAB code online so I simply use their code and data for the

other stock characteristics.15

Figure 9 shows the fraction of times that IPCA detects the input return predictor to be an

anomaly at the conventional 5% confidence level. For the convenience of the reader, I used vertical

dashed red lines to mark the return predictability strength of three well known predictors: size,

book-to-market, and momentum.

As shown in the Figure, IPCA can detect almost all idiosyncratic anomalies. As long as the

return predictability reaches that of size (long/short decile return of 0.27%/month), the procedure

will almost always detect it as an anomalous alpha component. Anomalies with stronger covariance
12as explained by the authors in their original paper, the factors are managed portfolios constructed using linear

combinations of characteristics. Thus, the hidden factors are more flexible because they can depend on many char-
acteristics, but also less flexible in terms of dimensionality – in the original paper, the authors find that a few factors
is often enough to capture most of the covariance.

13In the industry-level anomaly specification, all stocks within the same industry will be assigned the same alpha.
14Statistically, the test is whether the corresponding coefficient in Γα is positive.
15The code is shared on Seth Pruitt’s website, https://sethpruitt.net/research/downloads/.
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Figure 9. The power of IPCA to detect anomalies.
I simulate anomalies at the stock level, Fama-French 49 industry level, and the Fama-French 12
industry level. The latter are less diversifiable than the former. I also vary the return predictability
of the anomalies as shown on the x-axis. The figure plots the fraction of times that the IPCA
procedure can detect the input anomaly as an alpha component that is not spanned by factors at
the conventional 5% confidence level. For ease of comparison, the red vertical lines mark the return
predictability of several well known return predictors. My implementation uses the code and stock
characteristics data kindly shared by the authors of Kelly et al. (2019). I estimate K = 10 later
factors factors but the result is robust to including fewer or more factors.
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structure is harder to detect. For an anomaly with the return predictability of book-to-market

(long/short decile return spread of 0.40%/month), the procedure will detect it around 80% of the

time if it is at the Fama-French 49 industry level and around half of the time if it is at the Fama-

French 12 industry level. Finally, if an anomaly reaches the return predictability of momentum

(1.28% per month), then it will always be detected.

6 Summary

Researchers often disagree about the statistical power of asset pricing test of factor models. There-

fore, they also disagree on how to interpret the evidence in such tests. For instance, while some see

the Fama and French (1996) paper as showing that the Fama-French factors can explain size- and

book/market-based return predictability, others argue otherwise (e.g. Daniel and Titman (1997)).

This paper proposes a simulation-based method to quantify the statistical power of tests. I

simulate “idiosyncratic anomalies” that have no covariance structure and apply the asset pricing

test being considered. Even though the simulated characteristics are, by construction, anomalies,

the pricing tests often still reveal some degree of explanatory power for mechanical reasons. This

serves as a benchmark. The degree of explanatory power in actual data must exceed this benchmark

to be considered real evidence for factor models.

This simulation-based method suggests that asset pricing tests in which right-hand-side factors

and left-hand-side test assets are based on the same characterisics lack power (e.g. Fama and French

(1996), Fama and French (2015)). In fact, even though the Fama-French five factor model do appear

to explain returns associated with size, book/market, investment, and profitability, simulations

reveal that this evidence, in fact, cannot reject the null hypothesis that these characteristics are all

idiosyncratic anomalies without covariance structure.

Asset pricing tests in which different characteristics are used in forming factors and test assets

are less mechanical. They generate mechanical explanatory power only if the dependent and inde-

pendent characteristics have high correlation, as in the case of using the book/market-based factor

to explain the Lakonishok et al. (1994) characteristics. Much of the evidence in Fama and French

(2016) and Hou et al. (2015) are not mechanical. This simulation-based method has the benefit

of being easy to interpret, easy to implement, and can be easily adapted to simulation from more
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realistic anomaly null hypotheses. I illustrate the last point when examining the IPCA model of

Kelly et al. (2019).

Overall, the results show that we should exercise caution in interpreting evidence for factor

models. Some degree of “explanatory power” is expected even on pure anomalies. We should only

consider evidence stronger than that achieved on anomalies as actual evidence in support of factor

models.
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Appendix

Table 3. Stock return predictors.
The 49 stock return predictors used in Ben-David et al. (2020). The categorization is based on Hou et al. (2020).

Category Factor Publication

Intangibles (6)

Industry concentration Hou and Robinson (JF 2006)
Operating leverage Novy-Marx (RF 2010)
Firm age Barry and Brown (JFE 1984)
Advertising expense Chan, Lakonishok, and Sougiannis (JF 2001)
R&D expense Chan, Lakonishok, and Sougiannis (JF 2001)
Earnings persistence Francis, LaFond, Olsson, and Schipper (AR 2004)

Investment (13)

Abnormal capital investment Titman, Wei, and Xie (JFQA 2004)
Accruals Sloan (AR 1996)
Asset growth Cooper, Guylen, and Schill (JF 2008)
Five-year share issuance Daniel and Titman (JF 2006)
Growth in inventory Thomas and Zhang (RAS 2002)
Industry-adjusted CAPEX growth Abarbanell and Bushee (AR 1998)
Investment growth Xing (RFS 2008)
Investment-to-assets Hou, Xue, and Zhang (RFS 2015)
Investment-to-capital Xing (RFS 2008)
Net operating assets Hirshleifer, Hou, Teoh, and Zhang (JAE 2004)
Net working capital changes Soliman (AR 2008)
One-year share issuance Pontiff and Woodgate (JF 2008)
Total external financing Bradshaw, Richardson, and Sloan (JAE 2006)

Momentum (5)

52-week high George and Hwang (JF 2004)
Intermediate momentum (t− 7, t− 12) Novy-Marx (JFE 2012)
Industry momentum Grinblatt and Moskwotiz (1999)
Momentum (t− 2, t− 6) Jegadeesh and Titman (JF 1993)
Momentum (t− 1, t− 12) Jegadeesh and Titman (JF 1993)

Profitability (14)

Cash-based profitability Ball, Gerakos, Linnainmaa, and Nikolaev (JFE 2016)
Change in asset turnover Soliman (AR 2008)
Distress risk Campbell, Hilscher, and Szilagyi (JF 2008)
Gross profitability Novy-Marx (JFE 2013)
Ohlson’s O-score Griffin and Lemmon (JF 2002)
Operating profitability Ball, Gerakos, Linnainmaa, and Nikolaev (JFE 2016)
Piotroski’s F-score Piotroski (AR 2000)
Profit margin Soliman (AR 2008)
QMJ profitability Asness, Frazzini, Israel, Moskowitz, and Pederson (JFE 2018)
Return on assets Haugen and Baker (JFE 1996)
Return on equity Haugen and Baker (JFE 1996)
Sales-minus-inventory growth Abarbanell and Bushee (AR 1998)
Sustainable growth Lockwood and Prombutr (JFR 2010)
Altman’s Z-score Dichev (JFE 1998)

Trading frictions (3)
Size Banz (JFE 1981)
Amihud illiquidity Amihud (JFM 2002)
Maximum daily return Bali, Cakici, and Whitelaw (JF 2010)

Value/Growth (8)

Book-to-market Fama and French (JF 1992)
Cash flow-to-price Lakonishok, Shleifer, and Vishny (JF 1994)
Earnings-to-price Basu (JF 1977)
Enterprise multiple Loughran and Wellman (JFQA 2011)
Sales growth Lakonishok, Shleifer, and Vishny (JF 1994)
Sales-to-price Barbee, Mukherji, and Raines (FAJ 1996)
Long-term reversals Debondt and Thaler (JF 1985)
Net payout yield Boudoukh, Michaely, Richardson, and Roberts (JF 2007)

Journals: AR: Accounting Review, FAJ: Financial Analysts Journal, JAE: Journal of Accounting and Economics, JF: Journal
of Finance, JFE: Journal of Financial Economics, JFQA: Journal of Financial and Quantitative Analysis, JFR: Journal of
Financial Research, RAS: Review of Accounting Studies, RFS: Review of Financial Studies, RF: Review of Finance.
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